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This thesis reports work donein the Audio & Music Processing Lab in King's College, London, UK from September 2000 to
July 2001, under supervision of Professor Mark Sandler, in partial fulfillment of the requirements for the degree of Master of
Science, and as part of my engineering studies in Ecole Superieure d' Electricite, France.

This study is divided into two parts.

In the first half (Chapters 2 & 3), entitled “ Segmentation”, we present a segmentation algorithm that analyzes raw audio data
into segments of constant “timbre”. The main originality of this algorithm isto deal with “real world” polyphonic music.

In Chapter 2, we review the literature on segmentation, and identify the different approaches. Then, we show how our
study relates to this previous work, and we highlight the originality of our approach.

In Chapter 3, we describe the segmentation algorithm itself. It is adynamic clustering scheme based on a hidden Markov
model and the extraction of spectral envelopes. We give a complete description of the front-end as well as the modeling,
and discuss a number of issues and further improvements of the system.

The second half of this thesis (Chapters 4-5-6), entitled “ Structural Analysis from the Texture score”, deals with applications
of this segmentation algorithm to the structural analysis of musical signals.

In Chapter 4, we introduce the two main applications described in the next two Chapters. We define the notion of texture
score as being the output of our segmentation algorithm, and give agenera introduction to string processing through the
concept of edit-distance.

In Chapter 5, we describe an algorithm to find patterns in amusical piece from its texture score. We review the literature
on pattern induction, and propose a novel graphical framework to find patterns in a string. We apply this algorithm to
texture scores, and discuss its results.

In Chapter 6, we propose to use texture scores to assess the similarity of the musical structure of different songs. We
notably apply this method to match covers of the same tune, or songs of the same genre, in a database.
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“Segmentation” is one of these words in Music Processing that are used very often, yet nearly each time with a different
meaning. In this chapter, we try to encompass the various trends in the literature, so that we can clearly define what we mean
by “segmenting musical signals’, and identify both the background and originality of our approach.

In the second section of this chapter, we define the problem of “Segmentation” by reviewing the literature, and identifying
the different analytical models and approaches taken so far.

In the third section, we explicate how our approach to segmentation relates to the literature. We also show the originality of
our method, define the key concept of “textures’, and justify our work by looking at its possible applications.
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In the context of music processing, the word “ Segmentation” can be encountered with two very different meanings. One
definition comes from musicology, and is usually used in symbolic music processing. The other one comes from signal
processing, and is used when dealing with raw acoustic signals.

7 KHO XVLF 7 KHRU' SRLQWRI YLHZ

“Segmentation” has a very precise meaning in music theory. It refersto both a cognitive process and an analysis technique.

While listening to music, we automatically organize small events like notes and rests into larger groups:. phrases, melodies,
themes, movements, etc... The boundaries between these segments are often called accents, and are important melodic or
harmonic points of gravity in the music. “Segmentation” designates the process of grouping notes into larger groups
according to some rules and hierarchy. It is one of the basic techniques of musical analysis, and has received much coverage
by music theorists [SMY90], [LER83]. It is notably used in paradigmatic anaysis [COO87], which classifies the segments
into categories according to their similarity in order to explicate the repetitions, variations and transformations within a
musical piece.

There has been numerous attempts at computer-based musical analysis, and most of them have tackled this problem of
segmentation, either with rule-based Al systems ([ROE89], [ANA97]), dynamic-programming ([CAM96], [ STA94]) or
Neural Networks ([ISA98]). All of these models take symbolic data such as aMIDI file as afront-end.

7 KH6LIQDO3 URFHVVLQJ SRLQWRI YLHZ

In signal processing, either audio or video, segmenting a signal has the much more general meaning of identifying and
labeling its different sections of interests.

In practice, there are different points of view depending on the scale of the analysis: from smallest to largest, music people
have called " segmentation” to process of discriminating:

- notes and rests ([RAP99])

- timbres (e.g. segment sounds into transient and steady part, extract vibrato...) ([ROS98])



- instruments (which is also called instrument “recognition” or “classification”) ((HEROQ])
- sources or “audio classes’ (e.g. different speakers, musical passages, noise, etc... in aradio broadcast) ([KIM96],
[SUG93], [TZA99])
- musica structures (verse/chorus, movements...) ([FOOO00])
In video processing, one can similarly segment shots, camera movements, scenes, etc... (See for example [BOR98])

As regards the techniques used, we have identified two main types of segmentation algorithms. Contrary to segmentation
algorithmsin musical theory, they all work from raw data, such as .wav files:

1 RYHON EDVHG DO RULWKP V

These algorithms first compute a set of features from the signal cut into frames, and then detect the segment boundaries by
looking for abrupt changes in the trajectory of features.

The features are usually adapted to the scale of the segmentation: Tzanetakis in [TZA99] segments audio sources
(speech/music) using spectral centroid, spectral skewness, audio flux, zero-crossing, and energy. Rossignol in [ROS98] use a
measure of in-harmonicity to segment transients and vibrato.

The change detection algorithms also vary from author to author: Tzanetakis in [TZA99] does a straightforward peak
detection on the derivative of the features with an absolute threshold, Foote in [FOO00] computes a correlation with a
specially designed kernel, and Rossignol in [ROS98] uses complex adaptive signal processing algorithms such as moving
average, as described in [ANDSS], or [BAS93].

Novelty-based algorithms can often work in rea-time, but they al have the disadvantage of not providing any
“understanding” of the segmentation: They detect boundaries, but do not compare and label the resulting segments. If after 4
changes, say, we enter a segment (i.e. a note, a timbre, a phrase, an audio class, etc...) that has aready occurred before, it
won’t be identified as being the same. All we know is that the new segment is different from the one immediately before.

0 RGHOEDVHG DORULWP V

This second class of algorithms allows such a labeling of the segments, and thus a more “intelligent” segmentation of the
signal.

The datais first converted into adapted features, just like before. Then, the trajectory of features is matched with a model of
each possible type of segment, and each frame is labeled with the model (i.e. the type of segment) that best fitsit. One of the
models that are often used is the hidden Markov model (HMM) (see [RAB89]).). Over the past 20 years, HMMs have been
applied with great success to many pattern recognition applications, such as speech recognition, and see growing interest in
the music analysis community.

Asfar aswe know, all these model-based algorithms have relied so far on a supervised approach, where the different types of
segments that can occur are known a priori. Raphael in [RAP99] segments notes in an acoustic performance using a hidden
Markov model built from the score, which is given a priori. Kimber in [KIM96] and Sugiyama in [SUG93] segment audio
classes (music/speech...) by first learning HMMs on manually labeled examples of each audio class (a HMM for music, a
HMM for speech), and then by decoding the signal with this set of models. Note that the same approach is taken in [BOR98]
to segment video data. These algorithms are inspired by HMM speech recognition ([RAB93]), where a HMM is build for
each possible phoneme (using many recordings of each phonemes as training examples), and the data is decoded by finding
the best model to account for each frame.

The common disadvantage of these algorithms is that they require training, athough the decoding process can be quite quick
and run real-time.
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Using the terminology of the classification drawn in section 2:
Our approach is signal-processing oriented, as we deal with raw acoustic signals.
Asregard our “scale’, we aim at segmenting instruments.
We use amodel-based algorithm, with a hidden Markov model.
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Asregards our “scal€”’, we are in fact considering a “ polyphonic extension” of the notion of instruments: textures.

All the work done so far on instrument segmentation (see for example [EROO00], [DUB98], [MAR98] and for a general
review [HEROQQ]), have been done on isolated monophonic sounds. Here we rather consider complex mixtures of instruments
that occur in “real-world” polyphonic music. Instead of assuming a preliminary source separation stage that would reduce the
problem to the monophonic case (c.f. Eric Scheirer’s paradigm of “understanding without separation” [SCHOQ]), we take a
pragmatic approach of polyphony, and define the notion of “textures’.

Like a MIDI score, a musical stream can be described as the superposition of different sources —i.e. instruments- emitting
sound at the same time, each with its own timbre. In this work, “texture’ is defined as the composite “polyphonic timbre”
resulting from instruments playing together. (Identically, atexture can be viewed as the “monophonic timbre” of acomposite

meta-instrument). Figure 2-1 shows an example of instruments merging into such textures. It is these textures that we want
to segment.

INST 2

A

INST 3

TEXT 1

TEXT 2

TEXT 3

TEXT 4
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To uncover the different textures occurring in amusical piece, we investigate a model-based approach with Hidden Markov
Models (HMM), such as in [RAP99], [KIM96] or [SUG93]. In our case, we believe that each state of an appropriately
trained HMM can account for a specific texture. The main originality of our approach is that it is totally unsupervised: we
make no assumption of what the textures are apriori, and try to learn them from the data, for each new piece of music that we
process. Indeed, it would be hard to have a supervised point of view with our texture problem, since there are very many
possible different textures that can occur within the corpus of all possible polyphonic musical signals...

10
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Segmenting polyphonic music into a succession over time of such “textures’ have a number of useful applications:

- Tzanetakisin [TZA00-1] stresses the importance of segmentation for Audio Information Retrieval, whereit is better
to consider a song as a collection of distinct regions than as a whole with mixed statistics. By discarding any pitch
and harmonic information, and focusing only on textures, our algorithm leads directly to such a labeling of the
relevant sectionsin music.

- A similar argument can be used to improve rates in compression algorithms that use the spectral properties of the
signal. For example, one can imagine adapting a wavelet or fractal basis for each texture in a piece of music instead
of trying to find only one for the whole tune.

- One of the biggest advantages of our approach (because it is model-based, and because of our pragmatic “texture”
point of view) isthat it provides an abstract, but very useful representation of apiece of music: likea “score” made

of timbres. This representation, which we call “texture score”, will be largely exploited in Part 2 to analyze the long-
term structure of apiece of music, and constitutes a viable alternative to a polyphonic transcription of the piece.

&2 1 &/ 86,21

Our approach to segmentation comes from signal processing: we use a statistical model to highlight and label different
sections of interest in a piece of music, according to their timbre. However, our point of view is original in that:

- we use unsupervised learning,
- weaim at processing polyphonic music, and therefore we define the notion of “texture”

This approach yields anumber of original applications for music segmentation, among which music retrieval, compression,
and structural analysis.

11
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In this chapter, we present an a gorithm that segments a piece of music into a succession of polyphonic textures over time.

As explained in the last chapter, a “texture” is defined as the composite “polyphonic timbre” resulting from instruments
playing together. To uncover the different textures occurring in amusical piece, we use a hidden Markov model (HMM) (see
[RABB89]). In an unsupervised way, it learns the probability distributions and the dynamics of the data. At the end of the
training, each state of the model accounts for a specific texture.

This chapter is organized as follows:

In section 2, we discuss the most relevant signal processing front-end for the model. We examine three methods of spectral
envelope estimation: cepstrum, linear prediction and discrete cepstrum, and suggest two ways to encode the resulting feature
vector. Their properties are compared.

In section 3, we present an efficient algorithm to uncover the succession of textures using a HMM. We compare the
performance of the different front-ends suggested in section 2. We aso address the main limitation of the system: its fixed
topol ogy.

In section 4, we justify the use of aHMM compared to more static clustering schemes, such as k-means clustering. We show
that we often have to take account of the dynamic evolution of the features to achieve a good segmentation.

Finally, in section 5, we discuss possibl e extensions to this algorithm. We suggest improvements as regards both the topol ogy
of the model and the feature extraction.

y52 1 7 (1"
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Essentially, we want to do a classification task: first, we divide the signal into frames, and then we label each of these frames
with its corresponding texture. It is common practice in pattern recognition applications to first convert each frame of raw
signal to a “feature vector” in an abstract space which makes the classification easier: The features keep and emphasize all
the information relevant to the classification from the signal, and discard all that’s not appropriate, to cut down unwanted
variations. Feature extraction should also reduce the dimensionality of the data, so that it is processed in reasonable CPU
time.

To alow an efficient segmentation of the audio data, the features we use here should meet the 2 following criteria:

&) The ideal feature set will be a perceptually realistic measure of the similarity of timbres. Similar textures must be
represented by close "points" in the multi-dimensional feature space, and, the other way round, close points should represent
similar timbres.

b) At the same time, since we don®want to segment the different notes or events within a single texture, the feature set
should be relatively independent of pitch.

To assess the quality of afeature set given this compromise between timbre and pitch, we use two specially recorded audio
samples. Samplel isa5-second clarinet glissando, comparabl e to the one opening G.Gershwin’s “Rhapsody in Blue'. Itisan
example of a constant texture, with varying pitch. Sample2 is 5-second C4 note generated by MIDI, in which the instrument
playing the note changes each 500ms; clarinet-bassoon-trumpet-organ-violin-piano-etc. It is an example of a varying texture
with constant pitch. A quality measure of the feature set is obtained by comparing the standard deviation of the features
computed on both samples: a good front end would show great variance on sample2, and little on samplel.

12
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There has been a substantial amount of research on timbre and instrument separation, in most of which the analyzed acoustic
data consist of short monophonic samples of asimple instrument. In such a context, it has been demonstrated that alarge part
of the timbre of instruments was explained by their spectral envelope. The spectral envelope of a signal is a curve in the
freguency-magnitude space that "envelopes® the peaks of its short-time spectrum (STS). [SCH99].

This echoes a classic model for sound production, in which the observed data results from a source signal passing through a

linear filter. (Figure 3-1).
A v eadiw
U(f) S(f)
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Although it has been designed to model speech production, it is also partially valid for musical instruments: in this case, the
source signal is a periodic impulse drive responsible for the pitch, and the filter V(z) embodies the effect of -say- the
resonating body of the instrument; namely, its timbre. If we identify the filter's spectral magnitude and the spectral envelope,
itisclear that the envelope isindependent of the pitch: the harmonic partials slide along this constant spectral "frame", which
determines their amplitude.

Thus, in this simplified framework, an "evaluation" of the spectral envelope appears to be a good candidate for the front-end
of our system, as it meets our 2 criteria: it isa pitch-invariant measure of timbre.

One issue raised by this paper is whether this monophonic model is portable to the polyphonic, multi-instrument context that
isof interest for us. A polyphonic texture can be represented in the former framework as a sum of source-filter paths. Using
the same model to describe the whole process in a globa way then means that we make the foll owing approximation:

"We can find a composite pitch excitation U . and a composite meta-instrument envelope S_ such that:

as U =s"Uc @

where § and U, are the filter responses and excitations of the individual instruments.”, which seems anaytically awkward.

Yet, looking at polyphonic spectrums like in figure 3-2 and 3-3, we see that this approach, approximate as it may be, may
well befruitful. Envelopes can be defined, and they seem to differ sufficiently from texture to texture.

10 20 30 40 50 60 70

) LI X UH VX SHUSRVLWRQ RI VX FFHVVLYH 67 6 P V IUDP HV

IRUD SRQO SKRQLF WH[ WK UH ~J X LW\DU EDVV VI QWK HVL] HU

13



) LI X UH VX SHUS RVLWRQ RI VX FFHVVLYH 67 6 P V IUDP HV

IRUD GLIIHUHQWS RO SKRQLF W[ WKUH ~SLDQR EDVV VI QWK HVL] HU

6 SHFWIDOHQYHORRSH HVYWP DWRQ

To estimate the spectral envelope of the musical signal we analyze, we consider three different schemes: Linear Prediction,
Mel-Frequency Coefficients and Discrete Cepstrum.

/ LQHDU 3 UHGLFWRQ / 3

This makes full use of the source-filter model asit identifies V(z) as an all-polefilter of order p.

1
V =
(2 1+a(l)xz'+...+a(p)xz® @

Asdescribed in [RAB93], wefirst estimate p+1 autocorrel ation values for each frame, and then derive the p filter coefficients
from a set of linear equations. This involves inverting the autocorrelation matrix, which is done with the Levinson-Dublin
algorithm for Toeplitz matrices. From the p coefficients, we then have access to the spectral envel ope of the filter (Figure 3-
4).

) LI X UH 6 SHFWDOHQYHO®RSH HVWP DWG YLD / 3 & RUGHU

The linear prediction coefficients (LPC) a(i) control the position of the poles of the transfer function: this method is thus
appropriate for modeling a signal with significant peaks in its Power Spectral Density (PSD). Since it assumes that the
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excitation is a white noise, the spiky aspect of the output's PSD is also seen on the filter's envelope estimate: it gets down
very sharply in between the partials, rather than linking them smoothly.

Figure 3-5 compares the standard deviation of LPC on samplel and sample2 plotted against the order of the LPC: the ratio
between the two remains approximately constant with as the number of coefficients varies. Indeed, the pitch dependence

comes from the “spiky” behavior, and this behavior doesn’t depend on the order. By reducing the number of poles, we just
reduce the number of spikes, which simply yields poorer estimates.

) LJ X UH & RP SDULVRQ RI WKH VWQGDUG GHYLDWRQ RI / 3 & FRHIILFLHQW

RQ VDP S DQG VDP S™ SORWHG DJDLQVWWH QXP EHURI FRHIILFLHQW

0 HO) UHT XHQF\ & HSVWXP 0 ) &

The cepstrum is the inverse Fourier transform of the log-spectrum.

w=+p
c, = L dJoa(sS(e™)) »e"dw ©)
2p wep

We call mel-cepstrum the cepstrum computed after a non-linear frequency warping onto the Mel frequency scale. The C, are

called MFC coefficients (MFCC). MFCCs are widely used for speech recognition, and Logan in [LOG00-2] has shown that
they were also justified for music analysis. Several instrument recognition systems also make use of MFCC [EROOQQ],
[DuB?7.

If we consider the signal to be produced by the source-filter model, then taking the log-spectrum exhibits a deconvolution of
the excitation and the envel ope.

log(V(2) " U(2) =log(V(2)) +log(U (2)) @

Thus, the lower cepstral coefficients account for the slowly changing spectral shape, and the higher orders describe the fast
variations of the excitation. So, to obtain an envelope measure that is independent of pitch, we should only use the first few
coefficients. (Figure 3-6). Note that the low order cepstrum can be roughly viewed as averaging the spectrum: it no longer
has the property to envelope and link the peaks of the STS.
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Figure 3-7 compares the texture/pitch standard deviation for MFCCs: Logically, the low order cepstrum shows a good ratio,
being rather independent of pitch. As the order increases, the “sharp” variations of the spectrum are increasingly taken into
account, and the ratio progressively falls under 1. The limit point is around 10 coefficients.

) LI X UH & RP SDULVRQ RI WKH VWQGDUG GHYLDWRQ RI 0 ) & &

RQ VDP S DQG VDP S™ SORWHG DJDLQVWWH QXP EHURI FRHIILFLHQW

LVFUHWH & HS VWX P Y&

Both previous methods are spectral estimation techniques, and we examined how they stood up for the problem of spectral
envel ope estimation. This third method, though, is specific to envelopes. It was introduced by Galas and Rodet in [GAL90],
who suggested to estimate the cepstral coefficients directly by interpolating the spectrum.

Since we want the envel ope estimate to smoothly link the partials, this suggests that we aready know the envel ope estimate's
value at the partials frequencies: it is the value S, of the spectrum at these same frequencies £, .

If we do a careful peak-picking on the spectrum to measure the frequencies of the partials, the (log-amplitude) envelope
estimate A(f) can then be interpolated from the corresponding values of the spectrum. In practice, this is done via the
minimization of the frequency-domain least square criterion:

e=q [20¥og(s) - A(f)|
k
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where the log-amplitude envelope estimate, A(f)," f is parameterized in terms of p cepstral coefficients (if order is p):
d :
A(T) =, +25q G,.cos@pf %)
i=1
Cappe in [CAP95] shows that this method suffers from ill-conditioning problems, and derives a modified criterion which

constraints the envel ope to be smooth. The resulting envel ope estimate seems to be a good compromise between "good fit to
the partials" and "pitch independence”. (Figure 3-8)

) LI X UH 6 SHFWDOHQYHORSH HVWP DWG Z LWK ' LVFUHWH & HS VWX P R UG HU

Figure 3-9 shows the texture/pitch standard deviation for Discrete Cepstrum Estimation. We notice the same behavior than
with MFCCs (low-order/high order), only here the variances are globally very small. The estimate is so smooth than it levels
the differences between the spectrums.

) LI X UH & RP SDULVRQ RI WKH VWQGDUG GHYLDWRQ RI ' LVFUHWH & HS VWX P

RQ VDP S DQG VDP S™ SRWHG DJDLQVWWKH QXP EHURI FRHIILFLHQW
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So far, we've shown how a vector of LPC, MFCC or discrete cepstrum coefficients can describe the spectral envelope of a
STS. In an attempt to improve the texture/pitch ratio of our feature set, we investigate an aternative encoding of the
estimated envelope:

For computational respects, directly storing a sampled representation of the continuous envel ope estimate itself isintractable,
or it would imply a drastic down sampling. We can however describe the continuous envelope estimate by computing its
moments, as if it was a probability distribution: we get a new feature vector consisting of the curve's centroid (first order
moment), standard deviation (second order moment), skewness (third order), kurtosis (fourth order), and so on.

We notice that the standard deviation values with the moment encoding are generally higher than with the coefficient
encoding. Figure 3-10 compares the texture/pitch standard deviation ratio for the three methods of estimation (MFC, LP, DC)
with the moment encoding. The ratio for MFC and DC is <1, which translates a poor discrimination power. For low order
(<10), the “LP + moment” front-end has aratio comparable with LP coefficients.

) LI X UH & RP SDULVRQ RI WKH VW QGDUG GHYLDWRQV UDWR IRUD®HVWP DWRQ P HWRGV

HQFRGHG Z LW P RP HQW S QRWMHG DJDLQVWWH RUGHURI WH HVWP DWRQ

$ QRW RQ WHP S RUDOIHDW UHV

Not all research on timbre makes use of spectral features. Martin, in [MAR98], has built an automatic monophonic sound
source recognition scheme using only temporal characterization calculated from alog-lag correlogram. However, the precise
evaluations - and even definition - of parameters such as rise-time, decay, or vibrato, in the context of multi-instrument
polyphonic datais not obvious.

In the field of speech recognition, it is generally observed that using delta coefficients or differenced coefficients that
measure the change of coefficients over time (i.e. difference between consecutive frames) lead to performance improvement

[FURS86]. We have considered appending delta coefficient to our feature set, but we didn't observe any improvement of the
performance.

$ ERXWWH FKRLFH RI WKH IUDP H GXUDWRQ

Asusual, the choice of the frame duration for the spectral analysis is a compromise: The smaller the time window, the better
the time resolution, but the larger the bandwidth, and thus the worse the frequency resolution.
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Here, we have to take into account the following facts:

- The frequency resolution is crucia to the quality of the segmentation: we need to discriminate spectral envelopes that
can be very close from one another. Thus, thisis abias for relatively large time windows.

- Thetime resolution is generally not that important since we aim at segmenting rather large sections of music: textures
often last for several notes, i.e. a few seconds. However, if our goal is not just to segment the audio stream, but also to
use the segmentation for some structural analysis as shown in Chapter 2, very acute details may be needed, such as very
short “hints” of accompani ment between sung words. In this case, very short windows are required (down to 10 ms).

- To stay coherent with spectral estimation theory, features such as MFCC and LPC should be computed on frames that
remain quasi-stationary. This prevents us from using time-windows larger than afew tens of milliseconds (a maximum
of, say, 50 ms).

In practice, until the end of this chapter, we use frames between 20 and 50 ms.

7+ ( 6(*0 (1 7%$7,21 $/*25,7+0

3 ULQFLS CH

We divide the audio stream, sampled at 10KHz, into 50% overlapping, 20-50 ms frames, on which it is assumed to be
stationary. For each frame, a feature vector is computed from the STS. The whole tune is thus turned into a trajectory of
pointsin ahigh dimension feature space: the space of all spectral envelopes. We are then faced with an unsupervised learning
problem: we want to infer a meaningful probability distribution over this space. Pattern recognition theory provides us with a
common model to mimic the probability density of a sequence of observations. hidden Markov models (HMM).

A HMM is afinite state machine, whose states are part of a first-order Markov chain: the probability of entering a new state
only depends on the state we were in at the previous time step (i.e. there exist transition probabilities from one state to
another).

It is useful to view a HMM as a generative model: it generates a sequence by following a random walk aong the chain of
states, changing state once every time unit. Each time 1 that a new state is entered, an observation vector O, is generated
with some probability distribution (figure 3-11). A HMM is called “hidden”, because the succession of states really is the
hidden process, or structure, that rules the observed succession of features. For example, if we'd like to generate our time-
series of spectral envel opes, we would set each state to represent a texture, and each texture to output spectral envelopes: the
textures constitute a hidden structure, and are not observed directly.

) LI X UH $ VWWH HUJ RGLF + 0 0 ( DFK VWOWH FDQ JHQHUDW D YHFWU

LQ WKH IHDWK UH VSDFH DFFRUGLQJ WR VRP H SUREDELOW GLVWLE XWRQ
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HMM are especially useful since we can invert this generative process. Instead of producing frames from a properly
parameterized model, we can start from a blank model, fit the data in, and learn the parameters of the model (transition
probabilities and observation generation models) so that the newly trained model best describes the observations. Thisis done
by maximum-likelihood, as we find the parameters that maximize the probability of the data given the model, using a classic
technique: the iterative Baum-Welsh re-estimation algorithm [RAB89].

In practice, we model the song by a single N-state ergodic HMM. The observation generation process for each state is
modeled by a mixture of Gaussian distributions over the feature space :

p.(0,) =p(O0,/S) =a ¢, N(©O,, 1,,G,)

m=1
where O, is the observation vector generated a time t by states, N isaGaussian pdf with mean /1, , covariance matrix

G, and C isamixture coefficient. We use Baum-Welsh re-estimation to train the HMM on the sequence of feature vectors

for the song. The states’ output distributions and transition probabilities converge to best explain the succession of the
features. Frames that present the same statistical properties are accounted for by the same state, which embodies the
corresponding texture.

We then use the newly trained model on the data again, to “decode’ it, i.e. to uncover the most probable “hidden” state
sequence that has generated the observed succession of frames. This is done through the Viterbi algorithm [RAB89]. Each
frame of the input signal is thus associated with a state Si of the model, i.e. with a texture Ti, and we obtain the desired
segmentation.

) LI X UH 6HJ P HQWWRQ RI % RXUYLOV VRQJ 6 WW LV AVLGHQFH™ VW WH LV A"YRLFH DFFRUGLRQ DFFRP SDQLP HQW DQG

VWD WH LV "DFFRUGLRQ DFFRP SDQLP HQW

Figure 3-12 shows the results of such an analysis on 20 seconds of music, a 60® French song by Bourvil, entitled “C' était
bien” ([BOU61]), modeled by a 3-state ergodic HMM. Its instrumentation consists of a male singer accompanied by an
accordion, and a discrete rhythmic section. We see that the segmentation can be very acute (depending on the frame
duration): we notice the background accompaniment at the end of every sung phrase, sometimes even between the sung
words. The accordion introduction appears very clearly, as well as the periodicities of the verse. This bird's eye view
representation can be used to analyze the long-term structure of the song, and gives information that is not always available
on amusical score. We will use these propertiesin chapter 2.

& RP SDULVRQ RI WKH IHDWK UH VHW

In Section 2, we established 6 different sets of features (3 methods of estimation, 2 encoding). The segmentation algorithm
was tested on 20 songs of various genres, from folk to rock, pop, blues and orchestral music.

The segmentation is evaluated by recovering the audio frames associated with each texture (which is easy through the
indexing of the feature frames), and listening to them. The better the segmentation, the more coherent the different textures
sound: following Bourvil’s example, we ideally recover all the "sung voice" frames in one single file, al the "accordion”
frames in another file, and lastly the initial frames of silence, without any "leakage" from one file to another.
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The results are presented in figure 3-13.
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It appears that the best feature set for our system is a vector of about 10 MFCCs. Adding more MFC coefficients doesn’t
improve the performance, as it causes unwanted pitch dependence, and fewer coefficients simply yield a poorer envelope
estimate.

LPC also performs quite well, relatively independently of the number of coefficients, provided it is >8 (again, fewer
coefficients yield a poorer envel ope estimate).

Discrete Cepstrum Coefficients could not be tested on sufficient data. The small variance of the set nearly always causes
numerical problems during Baum-Welsh re-estimation, as Gaussian distributions collapse on individual points, and log-
likelihood grows to infinity. The moment representation solves this problem, but engenders very poor results. We thus
would like to further investigate this DC coefficient front-end, which have shown promising resultsin the field of sound
synthesis, and could still prove a seductive alternative to the popular MFCCs.

Our aternative moment encoding, although it has the nice property to increase the variance of the feature set, yields very
poor results for both cepstrums, and is only comparabl e to the coefficient representation as regards linear prediction, without
reducing the dimensionality of the data.

7 KHWSRO®RI\ LVVXH

One issue raised by Logan in [LOGO00-1] is the choice of the right number of states for the model: with classic Baum-Welsh
re-estimation, the topology of the model is fixed a priori. We have shown that the previous tune was well modeled and
segmented with a 3-state HMM. If we now train a HMM with more states, the resulting segmentation is sometimes less
exploitable, as one texture will be shared by two or more states. Similarly, with an insufficient number of states, some states
may account for several textures.

There exist a few training algorithms that aim at learning the topology of the model as well as its parameters (see [BRA97]

and [WOL95]). Notably, Brand in [BRA97] introduces an entropic prior that describes the complexity of the model’s
topology. We can writes the Bayes' rule for the estimation of the model given the data :

P(MODEL/ data) = P(data/ MODEL)* P(MODEL) / P(data) @®)
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We want to maximize the posterior probability P(MODEL/data) . In conventiona learning, only the likelihood
term P(data/ MODEL) is known, and it is this term that we maximize, assuming a flat prior P(MODEL). Brand

introduces a more descriptive prior P(MODEL) that is a bias for small and highly structured models. The learning now

consists of both likelihood maximization and entropy minimization, and the resulting models tend to have just the right
number of states to best explain the data.

We've designed another possible technique : in such cases where the number of states istoo high, we often observe a
considerable oscillation amidst the states sharing the same textures. Since we work on very small frames, and since in music,
textures often last for afew seconds, the diagonal of model’ s transition matrix is normally very dominant. If wenotice, likein
figure 3-14, that acouple (j, j) and (j,i) of non-diagonal termsis abnormally high, we may consider clustering the two

corresponding states. Thisis done by building a new composite state with amixture of the two clustered Gaussian
distribution. The new model with N-1 states is then retrained by Baum-Welsh.

) LI X UH 7 UDQVLWRQ 3 UREDELAQW 0 DWL[ VKRZ LQJ
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The evaluation of our algorithm on different genres of music allows us to sketch the following classification, and to discuss
the relevance of the HMM as a segmentation tool:

7 KHLGHDOFDVH VWWF FOX VWULQJ

In the simplest case of music with elementary instrumentation, such as pop music, jazz trios, etc., we observe that, most of
the time, the texturesCdistribution are very well separated in our feature space. Figure 3-15 shows an example of such a
situation on a folk song with voice, guitar and harmonica. The timbres are very definite and separate from one another.

A very accurate fit is therefore not needed, and the HMM works ideally with a single full-covariance Gaussian distribution
for each state.

Moreover, the temporal structure of the song brings very little information that is really necessary to the segmentation:
actually, the textures are nearly "aready" segmented. In the most extreme case -stripped-down folk music, say- we may even
say that the “hidden variables’ are not hidden anymore, but rather directly observable. The whole process is then nothing
more than a static clustering in the feature space, and there is no need for aHMM. Logan in [LOG00-1] shows that K-means
clustering performs adequately on Beatles' songs to find repeated phrases. We established similar results for the
segmentation of Delta blues and Bob Dylan tunes.
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But most of the time, the timbres are more intricate, and therefore all the approximations done for envel ope estimation don't
stand up as well as before. In particular:

The distances between different textures are smaller than in the static clustering case. A possible explanation for this
is that we consider polyphonic music, and define a rather abstract notion of “polyphonic timbre”. By analogy with
the well-studied monophonic case, we' ve made the assumption that “polyphonic spectral envelopes’ would be a
good assessment of this psycho-acoustic property. But thisis only an assumption.

The distances between vectors within the same texture are larger than expected. This comes from two other
assumptions inherent to spectral envelopes:

- For agiven texture, the envelope is not independent of pitch.

- For agiven texture, even with constant pitch, the envelope does evolve with time (rise time, etc...).

Figure 3-16 illustrates this. The feature set doesn’t show any static structure, and K-means clustering algorithms can’t be used
(fig. 3-16A). The only solution is to ook at the dynamics of the data. In the example shown in figure 3-16, afew vectors first
appear in a given area (fig. 3-16B), then they occur in an other area for some time (fig. 3-16C), and so on (fig. 3-16D).
Therefore, even if nothing appears on a static picture, there is a “hidden” coherence: the quasi-uniform feature set has
structure by the virtue of its patterns through time. To take account of this, we really need a dynamic model such asaHMM.
(It can be useful to compare the structure of the “square” example in Figure 3-16 to the topology of the HMM as shown in
Figure 3-11: imagine each state accounts for a corner of the feature set)

) LI X UH 7 KHTXDVL XQLIRUP |IHDW UH VHWK DV VWIX F W UH
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“Real World” feature sets are even worse than this simple didactic example. Not only is the set quasi-uniform, but the
clusters often overlap. Figure 3-17 clearly demonstrates this. The analyzed extract is from an orchestral piece involving
clarinet, violins and a large brass section. Collections of points number 1 and 2 correspond to clarinet frames separated by
one octave (E3 and E4, respectively). They are more distant from one another than 1 and 4, which yet represent different
textures. In this case, a static clustering wrongly associates 1 and 4 and separates 1 from 2. The agorithm really needs to
keep track of the dynamics of the datato see that 1 and 2 proceed of the same texture.

) LI X UH ' SURMIFWRQ RI WKH IHDWK UHV YHFWRUV Rl DQ H[ WDFWRI RUFKHVWDOP X VLF
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Similarly, Figure 3-17 proves the necessity of considering mixtures of Gaussians: if the clarinet is modeled by a single
Gaussian distribution, it may get trapped in alocal minima by accounting for only collection 1 or collection 2.

This interestingly echoes music cognition: in order to understand and segment acoustic phenomena as a succession of
textures, the brain dynamically links a multitude of short events (“frames”), which, if considered out of their context, couldn’t
always be separated. This is another way of saying that temporal cues are as important as spectral cues in auditory events
perception.

) 857+ (5 : 2 5.
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In the case of avery “tangled” feature space, the segmentation becomes a very complex problem of unsupervised learning, as
it has to account simultaneously for different scales : what happens between different textures, but also what happens within
each texture. Just as we use a HMM to model the succession of different instrumental sections in music, we could model
explicitly the dynamics of the spectral features that define a single timbre (Figure 3-18). Such a micro-scale approach has
been taken by Dubnov in [DUB99], who uses a Markov modeling of the dynamics of timbre to classify instrument samples
(but, once again, only on monophonic signals).

Thiswould notably allow usto better differentiate textures that consist of exactly the same spectral content, but have
different dynamics: for example, “reverse guitars’ are often heard in post-rock or electronic music, and they sound very
different from “normal” guitars (for instance, one can listen to two tunes by the Stone Roses “Waterfall” and “Don’t Stop”,
which are exactly the same, except played backwards). Should both textures (“normal” and “backwards’) be present in the
same tune, they should certainly be segmented.
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In fact, the whole process could probably be integrated into a larger hierarchical architecture, where the different levels of
analysis cooperate. A possible framework for this is the Hierarchical HMM [FIN98]. It generalizes the standard HMM by
allowing hidden states to represent multi-level stochastic process themselves: each state/texture of alarge HMM isitself a
“smaller” HMM (Figure 3-19)
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Our analysisis based on the computation of short-time feature vectors that describe the instantaneous spectral contents of the
audio. To do the calculation, we have to start from raw audio, such as .wav files. However, the huge majority of music files
available for analysis is compressed using the MPEG audio compression standard, which thus have to be first decompressed
into wav files. One interesting possibility for speeding computation is the calculation of the features directly from the mpg
data. Thisidea has been proposed by Tzanetakisin [TZAQ0-2].

) LI X UH & RP SDULVRQ RI WKH 0O 3 ( * FRP SUHVVLRQ DQG WHO ) & & FDOFXMWRQ
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As can be seen on Figure 3-20, MPEG compression and the feature extraction we use in our segmentation algorithm (Mel-
Cepstrum Coefficients) considerably overlap.

On the one hand, in MPEG layer 3 compression, the signal is first converted to spectral components via an analysis
filterbank (each filter reproduces one of the cochlea’'s critical bans), and further subdivided in frequency content by
applying a 6-point or 18-point modified DCT block transform. Then, each spectral component is quantized and coded
with the goal of keeping the quantization noise below the masking threshold, estimated via a psycho-acoustic model.
More details can be found in [NOL97] and [1SO92].

On the other hand, MFCC computation requires the same first two steps: Filtering on a Mel-Frequency scale, and taking
aDCT to decorrelate the coefficients.

Thus, it seems advantageous not to decompress MPEG into .wav before computing the MFCC, because this amounts to
partly re-doing the same process backwards. Instead, it should be easy to bypass the frequency analysis by just inverting the
bit-all ocation algorithm.

&2 1 &/ 86,2 1

In this chapter, we describe an algorithm for music segmentation, which uses an unsupervised learning approach with asingle
hidden Markov model. To select a proper front-end to the system, we've implicitly done a number of approximations: we've
applied a monophonic model to a polyphonic signal; we' ve also assumed that the spectral envelope was constant for a given
texture and did not depend on pitch. Had these approximations stood up, the segmentation in our feature space would have
been a simple static clustering problem. However, “real world” music is a complex dynamic process, and we' ve shown the
necessity —as well as the difficulties- of a hidden structure model such asaHMM.

Note still that, in practice, K-means clustering yields very good results when the music is not too “polyphonic”, which still
encompasses a lot of commercial music. Thisis a powerful result, since the computational cost is very low compared to the
HMM algorithm.

Future work will investigate a suitable implementation of Discrete Cepstrum, a better assessment of the topology problem, a
multi-scale extension of the HMM, and a faster implementation of feature extraction from compressed files.
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In this short chapter, we introduce the ideas that will be developed in the next two Chapters, where we use the output of the
segmentation algorithm to further analyze music, notably to find patterns and structure.

In section 2, we define the notion of “texture score”.
In section 3, we review awidely used measure of string similarity: the edit-distance, which will be useful throughout Chapter
4and 5.
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As aready seen in Chapter 2, our segmentation algorithm yields a sequence of state labels, uncovered by Viterbi decoding,
which translates the succession of polyphonic textures in a piece of music. Both the envelope estimation and the Markov
modeling can be viewed as a transformation applied to music: the complex, unreadable succession of samples of the audio
stream is turned into atime series of state indexes:

$311112222111222233133111%>>

Thistime series can be viewed as an abstract representation of music, an alternative transcription, which describes polyphony
as amonody of timbres. By analogy with the classic music score, we call this representation a “texture score” (Figure 4-1).

) LI X UH 7 KHEHJLQQLQJ RI WKH WH[ WKUH VFRUH Rl % RXUYLOV VRQJ ~ & -HWLWE LHQu

This "texture score" shows much of the structure of the song: phrases succeed to phrases, common patterns are repeated
every verse and chorus, instrument solos stand out clearly and echo the introduction and ending, etc... Therefore, our intuition
isthat it provides a useful representation to automatically analyze the music it represents.

More precisely, the usefulness of the texture score liesin its following property: in atexture score, the spectral signification
of the states has been discarded by the HMM. All we know isthat all the frames indexed by "2" have the same texture, but
this texture can be anything. Our claim is that for some applications, the very succession of events over time is enough
information to describe a song: we don't need any information on the events themselves.
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The two following Chapters describe two of such possible uses of the texture score.

In Chapter 4, we automatically extract some patterns out of the texture score, in order to study the long-term structure of
the song. We show that the patterns we are able to find are musically relevant, and translate phrases, motives, verses or

chorus.

In Chapter 5, we investigate the notion of structural similarity in music, by comparing the texture scores of different
songs. The above stated fact that the textures lack any “spectral content” is an advantage in many music retrieval tasks:
two covers of the same song may have a completely different instrumentation (i.e. different textures), but they are very
likely to have the same long-term succession of phrases, verses and chorus. (i.e. the timing of the textures is the same).
The texture score highlights the latter without suffering from the former, and therefore allows us to match the two songs.

,1 752 ' 8 &7,21 72 675,1* 6,0 ,/ %5 ,7< 7+ (" o,7 " ,67%$1 &(

In practice, the texture scoreis nothing but a string of integers. Therefore, most of the techniques we will use to analyze it
belong to the field of string processing. One of the key notionsin string processing is string similarity. In this section, we
introduce a major tool to assess the similarity of two strings: the edit-distance. This tool will be heavily used and quoted in
the two following chapters. Moreover, it provides a framework to understand string-matching problems, namely the concept
of “basic edit operations’, which we will constantly refer to.

The notations and methodology in this section are largely inspired of the tutorial “ Sequence Comparison” by Charras and
Lecros from the University of Rouen, France. ((CHA?7)).

HILQ LWR Q

% DVLF S URE GHP

We are interested in assessing the similarity between two words (or strings) Xand Y of length m and n respectively.
Aword X = X,X;...X,, ; of length m is a sequence of characters from an alphabet & . (" i1 [O,m- 1], x, T &).
We want to define adistance d between x and y, such that:

"x,yl &",d(x,x) =0and d(X,y)>Oforal x! y

7 KH HGLWG LVWQFH

The edit distance measures the difficulty to transform X into Yy (or to “edit” x into y). To transform a string into another, we
can use three kinds of basic operations:

The substitution of aletter of X by aletter of y:
chat® chap

Theinsertion of aletter of y:
chat® cheat
The deletion of aletter of x:
chat® cat
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A cost is associated to each of these operations and for each |etter of the alphabet:

Sub(a,b) is the cost of the substitution of the letter a by the letter b.
Del(a) is the cost of the deletion of the letter a
Ins(b) isthe cost of the insertion of the letter b.

Computing the edit distance consists of finding a sequence of such basic operations to transform x into y minimizing the total
cost of the operations used, i.e. the sum of the costs of each of the basic operations.

The edit distance is the corresponding minimal total cost. Note that the cheapest sequence of edit operationsis not necessarily
unique.

P SCHP HQWWRQ

3 UQFLS OH

We define X' as the length t prefix of x, t<m, so that notably X" = X. Note that the subscript X, still denotes the t-th
character of x.

According to section 2, the edit distance d(X', y") between two strings X' and Y" is define recursively as:

1Sul(x,y,) +d(x"*, y" )i
d(x',y") =minf Del(x)+d(x"%,y") y

bons(y,) +d(x,y*h) )
The edit distance can be computed in O(t.V) time using dynamic programming ([MAS80]).
( [ DP SOH
For (a,b)T &2, we consider the following values :

Sub(a,a =0and Sub(ab) =1if al b

Del(a) =Ins(b) = 1
(this defines the simplest of all edit distances, the Levenshtein distance [LEV66], which simply counts the number of
operations used).

If we try to compute the edit distance between X = YWCQPGKand y = LAWYQQKPGH\, we find the following
results:

d(x,y)=6
6 possible alignments (i.e. best sequences of operations between x and y) :
& -WCQ- -PGK-¢p & -WC- Q- PGK- oaﬁ W CQ- PGK-
gLAWYQQKPG}Ag g LAWYQQKPGHK 4 g LAWYQQKPGIA
2 YWCQ -PGK:-9 &2 YWC: Q- PGK- o a2 YW CQ- PGK- o
gLAWYQQKPG}AQ g LAWYQQKPGH 4 I g LAWYQQKPGH I

0
g
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We have defined as “texture score” the decoded succession of texture labels which comes out of our segmentation agorithm.
This texture score has interesting properties that we will use in the next two chapters to find some patterns in a song
(Chapter4), and to assess musical similarity in a database (Chapter 5). For these applications, we will use string-matching
techniques, which are mostly founded on the notion of edit-distance.
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In this chapter, we use the texture score obtai ned from our segmentation algorithm presented in Chapter 2 in order to analyze
the long-term structure of a piece of music. The texture score is a string of texture labels, which can be analyzed with the
tools of string matching and pattern induction. We present a new algorithm for pattern induction, and discuss the kind of
patterns that can be found from the texture score.

This chapter is organized as follows: In section 2, we highlight the importance of patterns and motives in music and suggest
possible applications of their automatic extraction. In section 3, we define pattern induction and review its application to
music. We also motivate our approach and show the originality of our method. In section 4, we present our algorithm for
pattern induction, which uses techniques borrowed from image processing. Finally in section 5, we show and discuss the
results of pattern discovery on the texture score.

7+ ( ,0 32 57%$1 &( 2) 5(3(7,7,216,1 086,&
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Whilelistening to music, one often notices repetitions and recurrent structures. Thisistrue for many different kinds of music:
many 19th-century Europe compositions are built from one or several motivesthat are repeated and distorted; most of modern
popular music use the verse/chorus structure, and an instrument solo often answer to instrumental introduction and coda;
“classic jazz", from “New Orleans’ style to “Be-bop” is based on the repeated exposition of a theme, and improvisations
around that theme; traditional folk music, e.g. the Celtic traditions form Ireland or Brittany, France, only uses a few different
themes and phrases, with a great number of expressivity variations (timing, alterations, instrumentations...), etc...

This phenomenon is of course largely studied in musical analysis, especialy in Schenker analysis [COO87] and paradigmatic
analysis, created by Nattiez and Ruwet [NAT75], which we already discussed in Chapter 1. In Ruwet's own words his
method is "amachine for the discovery of elementary identities" ((MON92]). Their theory notably considers the splitting of a
motive on several voices (“parallelism™), and thus has created a habit in musicology to consider polyphony as a monody.

$ SSAFDWRQV LQ P XVLF SURFHVVLQJ

Apart from computer-assisted musical analysis which we already quoted about segmentation in chapter 1, the automatic
discovery of patterns/motives/refrains, etc... in a piece of music has a number of applications.

Patterns have been studied to analyze the style of some compositors or improvisators, such as Charlie Parker ({ROL96]).
They are interesting from the point of view of music databases management, because themes are the key to the
summarization of music pieces (atopic also known as “ music thumbnailing”, see [HUROOQ]). By concatenating one

occurrence of each small-scale pattern, we can create a composite summary of a song which contain one example of each
of its phrases and structures.
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It is also believed that content-based music retrieval should rely on patterns rather than on the whole score ([HSU98)),
and take account of musical structure ((MEL99]). For example, for some genres of music such as traditional folk,
databases should be indexed by themes rather than by titles: most songs are built by concatenating old melodic themes
taken from a huge “repertoire’.

$ 5(9,(: 2) 3$77 (51 ,1"' 8&7,21
HILQ LWR QV

Let Xbe a string, of length m, over an a phabet & . We note )(it the sub-string of Xof length t, starting at index i:
t —

Xi - Xixi+l"'xi+t'

A length n (n<m) string Y isan exact patternin X, if there exist at least two indexesi, j <m, so that:

—_ n - n
y=X and y=Xj,
wherei, and j are called the occurrences of the patternyy.

We define a string matching distance d on the set of al strings over & , such as an edit distance. A length n (n<m) string Yy is
then called an approximate patternin X, if there exist at least two indexesi, j <m, so that:

n n “ Q]
d(y,%') and d(y,X]) are*“not too big".
wherei, and j are called the occurrences of the patterny.

Many criteria can apply for the “not to big” threshold, either absolute (as in dtapproximate matching as described by
Crochemore [CRO81]: no more than d errors), relative (no more than a certain percentage of the length of the pattern), or
more complex (context-dependency as suggested by Cambouropoulos [CAMO0]).

/ LMHUDWK UH UHY LHZ

There have been very many applications of pattern processing algorithms on musical strings. Complete overviews can be
found in [CAMOO] and [CRA98]. Amidst this diversity, two trends can be identified:

0 RVWRI WKH DQQRUWMMKP V UHO RQ G\QDP LF SURJUDP P LQJ

Most of pattern-induction algorithms rely on the computation of edit distances between patterns, through dynamic
programming (see for example Mongeau & Sankoff [MON90], Smith & McNab [SM198] or Bakhmutova [BAK97]). Many
variants on edit-distances are proposed, such as using costs for edit operations that depend on musical rules (for instance,
substituting a note by its octave should be cheaper than substituting it by a sixth minor) [ROL98], or depend on context
([CAMOQ]). To avoid the computation of O(nm) distances between all possible sub-strings of the analyzed string of music,
Hsu in [HSU98] uses sub-trees, and Rolland ([ROL98]) recursively computes the distances between large patterns from the
already computed distances between smaller patterns.

$ @RI WKHVH D@ RUMWKP V Z RUN I[URP D WDQVFULSWRQ RI P XVLF

All of these agorithms work from atranscription of music, or at least a MIDI-like sequence of notes, chords, etc... (Thisisa
habit inherited from musicology). They all assume (or rather capitalize on) a preliminary stage that could convert raw audio
to such sequences of pitches.

Transcriptions provide a lot of information that is potentially useful for pattern induction: pitches, note durations, rests,
explicated polyphony, etc... However, wefind it curious that no other representations of music should have been investigated
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for pattern induction. Moreover, transcriptions often seem to provide “too much” information, and some processing is
sometimes used to reduce the dimensionality of the data, and prevent unnecessary variability in the patterns (e.g. converting
absolute pitch values to pitch intervals, or melodic contours —see [CAMOQ]).

2 XUDSSURDFK
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The main originality of our approach is, of course, not to rely on a (hypothetic) transcription of the music, but to exploit the
texture score representation obtained with our segmentation algorithm. Thisis - to our knowledge - thefirst attempt at pattern
induction on an abstract representation of music , computed from raw audio, and which that discards pitch and most rhythm
information: the texture score just shows a succession of timbres. Moreover, as said before, we don't even know what the
textures are: “texture 1" could be piano solo, as well as {voice +accordion} or even silence... In section 5 of this chapter, we
show what kind of patterns we are able to discover from this new representation, and compare them with those discovered
with more traditional approaches.

$ * UDSKLFDOO HWRG

The second originality of our system is not to rely on dynamic programming. To cope with exact and approximate pattern
induction, we use two techniques inspired by image processing: kernel correlation, and line detection with the Hough
Transform. Once again, to our knowledge, it is the first time this point of view has been taken for a one-dimensional string
matching. (Note that Dovey in [DOV99] proposes an algorithm to match polyphonic phrase inspired by piano roll
representations of music, i.e. 2D images). As shown in sections 4 and 5, this approach is less precise than edit distances, but
still robust enough for most problems, very intuitive and above all quite fast. Although running time comparisons have not
been done with the fastest implementations of dynamic programming (such as [ROL98]), our graphical approach, notably the
kernel algorithm, runs faster than most of our attempts at conventional pattern induction.

$ *5%$3+ , &%/ )5%0 (: 25. )25 3$77 (51 ,1"' 8¢&7,21
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Our approach to pattern induction is based on a “correlation matrix”. Let X = X;X,...X  be the string we want to analyze.
The correlation matrix M, is defined by:

(i, )T LM, MG, ) =1if x =%, and M,(i,j)=0if X * X
Figure 5-1 shows the correlation matrix M, for agivenstring X =000111000112211... Thestring x has been aligned
on each axis for amore convenient reading. The matrix is obviously symmetric, thus only the upper half needs be plotted.

It appears clearly that diagonal segments in the matrix denote exact occurrences of a pattern in the string x. The longer the
diagonal segment is, the longer the pattern. In figure 5-1, the longest diagonal segment corresponds to the alignment of

x? =00011with Xf = 000111 Therefore, finding exact patterns of any length in x just amounts to finding diagonal
segmentsin M.
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In intern representation, at this stage, for each diagonal segment that we pick up, wejust store the coordinates of the segment:
(length, first occurrence, second occurrence). Thus, in the previous example, we would store (6,1,7), i.e. alength-6 pattern
with two occurrences, in index 1 and 7. For each new segment, a new 2-occurrence pattern is stored, without trying to match
it with previously stored pattern. The process of linking, say, (6,1,7) with (6,7,13) into the 3-occurrence pattern (6,1,7,13)
will only occur later on (see 4.1.3, “managing non-trivial patterns”).

Note that as regards exact matching, this “correlation matrix” is just a representation, and does not yield any particularly
efficient algorithm to search for patterns. The advantages of this representation will become only significant in the
approximate matching case. However, this representation aready provides a useful framework for “book-keeping”: it is easy
to discard trivial patterns, and to cluster al the segments into meaningful patterns, as we see in the next two sub-sections.

LVFDUG LQJ WILY LDOS DWWHUQ V

There are alot of patterns that one can find in a string, the majority of them being trivial given the knowledge of a minority
of relevant ones. After storing all the diagonal segmentsin M, , one has to discard the trivial candidates.

Let us define formally what atrivia patternis:

Let x be the analyzed string, Y be a pattern, and )(it an occurrence of y in x.
The occurrence )(it is caled trivial if there exist a pattern z so that the occurrence )(it is logically deducible given the
knowledge of an occurrence of z.
For example, in figure 5-1, the occurrence Xg of y =00 istrivia, since there exist apattern Z = 00011 Ioccurringin
XS (Wesay that X istrivial given XJ)
A pattern is called trivial, if all of its occurrences are trivial. For example, if Y = 00only occurs as a substring of larger
occurrences (such as occurrences of Z=000111), then the pattern istrivial.

Discarding trivial occurrences with the correlation matrix representation is easy. One just has to observe that for an
occurrence )gt (i.e. adiagonal segment), all trivial occurrences st given )gt are found in a*“square-neighborhood” of )(it (i.e.



they are shorter and parallel diagonal segments that form a sguare around )gt ). The black squares appearing in Figure 5-1
demonstrate this phenomenon.

Some of these trivial occurrences are not stored in the first stage as we only store the biggest possible diagonals: a length-3
diagonal included in a length-5 diagonal is not picked as a candidate for an occurrence. All the others can be discarded
through the procedure of “square reduction” illustrated in Figure 5-2.

) LI X UH , OX VWDWRQ RI WKH 6TXDUH 5 HGX FWRQ SURFHG X UH
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Therefore, to discard trivial patterns,

1) Discard al trivial occurrences of every pattern through “sguare-reduction” as demonstrated in figure 5-2.
2) |If apattern doesn't have any occurrence left, discard it astrivial.

0 DQDJLQJ QRQ WILYLDOS DWWHUQV

Two other graphical procedures can then be applied to cluster and organize the remaining patterns (i.e. patterns who have a
least one non-trivial occurrence), so that the final list of patternsis compact and easy to read:

For each non-trivial pattern, recover all itstrivial occurrences that have been discarded in the square reduction stage, or
that are substring of another pattern's occurrence (see Figure 5-3)

) LI X UH 5 HFRYHULQJ RI D WILYLDORFFXUUHQFH LQFOXGHG LQ $

RI D QRQ WILYLDOS DWAHUQ %

Coherently link all occurrences of the same pattern: if a diagonal is found that aligns )g‘ and th , and another diagonal

aligns th and Xf( , then Xit, th and Xf( are occurrences of the same pattern. This linking procedure is illustrated in
figure 5-4.
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Most of the time, pattern induction must allow approximate matching. When using a score notation, patterns can have altered
or transposed pitches, and show timing variations. Similarly, when using our texture score, the timing of the succession of
timbres can vary from one occurrence to another, and the system must also account for noise in the segmentation.

As seen in Chapter 3 about the edit-distance, approximate occurrences of a pattern can be realized using 3 basic operations:
substitution, insertion and deletion. Each of these three operations has a graphical alter ego on the correlation matrix, which
distorts the diagonal segments that would occur in case of exact matching. Figure 5-5 shows the three types of distortions that
can occur in approximate occurrences.

) LI X UH ' LDIJRQDOGLVWUWRQ GXH W WH WUHH EDVLF HGLWRS HUDWRQV LQ DSSUR[ LP DW P DWKLQJ

IURP CHIWWR ULJ KW GHMHWRQ LQVHUWRQ DQG VXE VWW WRQ

Hence, in our graphical framework, finding approximate occurrences amounts to finding “approximate diagonal segments”’,
i.e. segments that are shifted downwards, |eftwards, and/or interrupted.

This is where our graphical approach becomes useful. These distortions on quasi-diagonal segments can be viewed as noise -

avery specific noise with known properties-, and we propose to use two image processing techniques to cope with this noise:
kernel correlation, and line detection viathe Hough Transform.
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The idea behind kernel correlation is to process the image so that we can find approximate patterns using the tools of exact
matching. Thus, we want to “diagonalize” the approximate, distorted diagonal segments, by blurring together all the
interrupted bits. Figure 5-6 shows such an approximate diagonal, and what it would look like if blurred into a contiguous
segment.

) LJ X UH $ Q DSSUR[ LP DW GLDJRQDO $ Z LWK GHGHWRQV LQVHUWRQV DQG VX EVWW WRQV

LV EX UUHG LQWR D FRQWJ XRXV GLDJRQDO %

Figure 5-6 shows that such a “diagonalization” creates difficulties to localize the occurrence precisely: the blurred diagonal
segment has a width. This phenomenon translates the fact that several alignments can be found between a pattern and its
approximate match, as shown in Chapter 3 with an edit distance. In Figure 5-6B, there are 5 possible alignments.

7 KH . HUQHO

To achieve this blurring, we correlate the matrix with a specially shaped diagonal kernel. The kernel consists mainly of a
Gaussian distribution extruded over the diagonal, with areinforced diagonal. To minimize side effect, this* Gaussian line” is
smoothed using windows that taper towards zero at each end of the diagonal. The resulting shape is shown in Figure 5-7.

) LI X UH 7 RS YLHZ $ DQG ' YLHZ % RI WKH GLDJ RQDONHUQHO

XVHG LQ DSSUR[ LP DW P DWKLQJ

Correlating the matrix M, with this kernel amounts to slide along each diagonal of M, and integrate the neighboring pixels

on the line so that any “quasi-diagona” is reinforced into an exact, contiguous segment. The diagonal dimension of the
kernel compensates for substitutions (gaps in adiagonal segment), and its anti-diagonal dimension compensates for insertions
and deletions (horizontal or vertical shifts in a diagona segment). This correlation turns the black and white image of

M, into agray-level picture, where the highest values denote the least noisy diagonal segments. A threshold is then applied
to keep only the best occurrences, which are processed just as before, with square reduction, sharing and linking.
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Figure 5-8 shows an approximate occurrence before and after kernel correlation. It appears that the “best diagonal” is easily
extracted from the gray-level representation.

) LI X UH ' HWLORI D FRUUHOOWRQ P DWL[ Z LW DQ DSSUR[ LP DW RFFXUUHQFH
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The choice of the best size for the diagonal kernel mainly depends on the level of approximation that we want the system to
account for: alarger kernel will compensate for more distortion than a small one. The size of the kernel is roughly equal to
the maximum number of edit operations it can compensate in a pattern.

However, kernel correlation is not convenient to set a relative threshold on the maximum noise it can account for: its size
doesn't depend on the size of the patterns occurring in the matrix. (One can imagine using a multi-scale approach with
different size of kernels, but we haven't investigated this yet)

Another parameter that can be tuned is the width of the Gaussian shape, i.e. its standard deviation. For our experiments, it's
been fixed to aquarter of the kernel's size.

7 KH+ RXJK 7 UDQVIRUP
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In this approach, we stop looking for diagonal segments, but rather for segments of any slope. We use a line detection tool,
the Hough Transform, to find the best straight lines that go through the black pixels of the correlation matrix, and then find
the occurrences along these lines. The approach isillustrated in Figure 5-9, with the same example as in Figure 5-6.

) LI X UH $ Q DSSUR[ LP DWH GLDJRQDO $ Z LWK GHGHWRQV LQVHUWRQV

DQG VXEVWW WRQV SURFHVVHG E\ WH + RXJK 7 UDQVIRUP %
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The Hough Transform is a widely established technique for detecting complex patterns of points in binary images, notably
straight lines. For a complete survey of its use in Computer Vision, see [LEA92]. our work is not the only one to use the
Hough Transform for audio processing: notably, Townsend in [TOW94] uses it to track formants in percussive sounds.

Let (x,y) be the coordinates of apixel in animage. With classic parameterization, al linesthat pass through this pixel obey to
an equation of the form:
y=m’ x+c,

for all valuesof (m,c)T AZ.
A given line going through (x,y) is thus entirely given by its coordinate (Im,,C,), and in the (m,C) space (also called

“ parameter space’), the set of al lines going through this given pixel (x,y) corresponds to all the points (M, C) so that:
c=-Xx"m+y
Thisisastraight line on agraph of Cagainst M, as shown in Figure 5-10.

) LI X UH $ 0OAQHV JRLQJ WURXJK D JLYHQ SL[HO [ \

(m,c)

DUH SRLQW RQ D GQH LQ WKH SDUDP HWU VSDFH

This mapping from a pixel (x,y) in the image space to an infinite line in the parameter space can be repeated for every pixel
of the image, producing a parameter space for the whole image. Figure 5-11 shows a typical point image and its associated
parameter space.

) LI X UH $QLP DIJH $ DQG LW FRUUHVSRQGLQJ SDUDP HWUVSDFH % WH SRLQWRI LQWHUVHFWRQ

LQ WKH SDUDP HWHUVSDFH JLYHV WKH FRP P RQ QAQH W DWJRHV WKURXJK WH IRXUSRLQW LQ SLFW UH $

In figure 5-11, the point of intersection (mo, Co) in the parameter space (B) gives the parameters of a line that goes through
every point of theimage A : it is the common line we are looking for.

In practice, not all pixelsin an image lie on the same line, and the parameter space thus looks more complicated than in
Figure 5-11. To detect linesin an arbitrary image:
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1) Quantizethe (M, C) spaceinto a 2-dimensional array A (called accumulator) for appropriate steps of m and ¢

2) Initialize al lements A(M,C) of the accumulator to zero.

3) For each pixel (x,y) add 1 to all elements A(M, C) whoseindices (M, C) satisfy C=- X" m+y.

4) The determination of the intersection(s) becomes a local peak detection problem in the accumulator space. Each local
maximum (Im,, C,) correspond to alinein the original image.

Figure 5-12 illustrates the accumulator computed for the previous example.

) LI XUH 7 KH SDUDP HWUVSDFH $ DQG LW FRUUHVSRQGLQJ DFFXP XMWU %
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Figure 5-13 shows the result of the Hough Transform on a “real-world” correlation matrix. The two arrows in Figure 5-13B
pinpoint two relevant local maximums on the accumulator. The local maximums are looked for in an area corresponding to
slopes between 40 and 50 degrees, as we only want “quasi-diagonals’, and not horizontal lines, say. The two gray linesin
Figure 5-13A show the corresponding lines on the correlation matrix. Contrary to the kernel method, the slopes are not
necessarily 45 degrees.

) LI X UH $ GHWLORI D FRUUHOOWRQ P DWIL[ § DQG WH FRUUHVSRQGLQJ SDUDP HWUVSDFH %
7 KHW R DUURZ VLQ % SLQSRLQWUHCHYDQWCRFDOP D[ LP XP V DQG

J UD\ AQHV LQ $ VKRZ WKH FRUUHVSRQGLQJ RFFXUUHQFHV
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For our problem of pattern induction, the Hough Transform has three interesting properties:

It isvery good at handling bad or missing data points:
Spurious data doesn't contribute much to the accumulator, and thanks to the (M, C) parameterization, the pixels which

lie on the line need not all be contiguous. Thus, it is very effective to detect our distorted and interrupted quasi-diagonal
segments.

The main advantage of the Hough Transform over the kernel method is that the detected lines are not necessarily diagonals,
but can have any slope. Thisin fact has two consequences:

Better localization of the patterns:

Kernel Correlation blurs several bits of diagonals into a bigger and thicker one, which creates several equivalent
alignments, and thus an ambiguous localization of the patterns, as formerly seen in Figure 5-6. On the contrary, the
Hough Transform find the one best alignment, without trying to fit it to a 45 degree slope. Conseguently, less redundant
patterns are found, and the results of the algorithm are clearer and more compact to read.

Easier to set the maximum rate of approximation allowed:

We've shown in section 4.3.2 that the kernel method only alows the specification of an absolute number of allowed
approximations (by choosing the size of the kernel). On the contrary, the Hough Transform allows the user to specify a
relative threshold (i.e. a max number of errors which is a fixed percentage of the patterns' length), which is much more
realistic and efficient in the context of pattern induction.

There is adirect relation between the slope of the detected lines and the number of errorsin the pattern: the more errors,
the more different the slopes are from a diagonal's 45 degrees.

Let N be the length of a pattern, X be the number of errorsin its occurrence, and g the angle deviation from a 45-degree
diagonal. In the worst case (all errors are deletions, or al are insertions), the length-M diagonal segment is shifted by X
steps.

) LI X UH GHYLDWRQ IURP WH GLDJRQDOZ KHQ

D1 GHQJW SDWWHUQ RFFXUV Z LWK ; HUURUV

From Figure 5-14, we can write:
N + X

N

tan(% +q) =
and therefore:
g =arctan(L+ %) - % = arctanf + %) - arctan(),
We then use the equality:
a-b
arctan@) - arctanp) = arctan ,
Y 6) m)
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which yields:

X
qg= arctan(m) (1)

r=X/IN

qg= arctan(ZNNerr) = arctan(i) %)

(2) thus gives adirect relation between the error rate and the maximum deviation from 45 degrees that the segments can

Je,

have. It is therefore sufficient to look for local maximum in the accumulator for values of the slope m between Z -q

If we define the error rate as:

(1) becomes

and % + @ . Such boundaries have been used in Figure 5-13.

LVDGYDQWJHV RI 7 KH + RXJK 7 UDQVIRUP

Although the Hough Transform has a number of advantages over the kernel method, it also has two practical disadvantages:

The transform gives an infinite line as expressed by the pair of m and c values, rather than afinite line segment with two
well defined endpoints. In fact, it does not even guarantee that there exists any finite length line in the image (i.e. a
sufficient number of contiguous pixels). The existence of afinite line segment (i.e. avalid occurrence) must therefore be
verified. The verification is performed by scanning the pixels aong the line and checking whether they meet certain
criteria, like maximum gap between pixels. If predefined threshold are met, aline segment is detected, and its end-points
are stored for later use.

Computationally, the Hough Transform is more demanding than the simple correlation used in the kernel method.
Notably, it involves searching for alocal maximum. A way to reduce the running time is to compute the transform by
windows, but further routines are necessary to manage overlapping segments.

In anutshell, the Hough Transform is a powerful tool for pattern discovery: it is precise, well adapted to time-warping (i.e.
deviation from 45 degree), and easy to parameterize (thanks to the relation between the maximum slope and the error rate).
However, its practical use is less straightforward than Kernel Correlation, which uses the same routines as in the exact
matching case. The Kernel method is less precise and less convenient to parameterize (e.g. choice of the kernel’s size), but
still yields exploitable results, and is considerably faster.

5 (68 1/ 76

We have applied our graphical algorithm to discover patterns on several “texture scores’ obtained with our segmentation
algorithm reviewed in Chapter 2. Section 5.1 shows some results computed on the same Bourvil track that was used as an
example in previous chapters. Section 5.2 comments on the relevance of these results, and compare them to patterns obtained
with the classical method, from atranscription of the music.

3 DWAHUQ LQGXFWRQ RQ % RXUYLOV ~ & -HWLWE LHQ i

A first attempt using just the exact matching algorithms yields no useful results, the patterns being either too short (afew 30
ms frames...) or not meaningful (two seconds of a quasi-constant texture occurring during an instrumental solo). This
confirms the importance of approximate pattern induction.

42



The approximate pattern analysis on the texture score of Bourvil’s song “C’etait bien” ([BOU61]) reveas alot of the long-
term structure of the tune. Notably, our algorithm discovers avery big approximate pattern that corresponds to the alternation
of verse, chorus and solo instrument. This unit, which length is about the third of the whole song's, would provide a good
summary of the tune.

However, the results are even more interesting when we look at shorter patterns, which correspond to phrases within a verse
or achorus. On the next pages, we present a very convincing example of such a pattern. Itslength is relatively small, about 3
seconds. It occurs 15 times during the song, 5 times in each occurrence of the verse/chorus unit. Figure 5-15 presents five of
its occurrences (the first five in the first chorus), and Figures 5-16 to 5-20 show a (manual) transcription by the author of the
corresponding music.

) LI X UH ILYH RFFXUUHQFHV RI D SDWWHUQ LQ % RXUYLOV WH[ WK UH VF R UH

The state sequences shown in Figure 5-15 have the same labeling than in Chapter 2: state 1 is silence, state 2 is
{voice+accompaniment} and state 3 is { accompaniment}. In the transcriptions shown in Figures 5-16 to 5-20, the upper staff
corresponds to the vocal score, and the two bottom staffs correspond to the accompaniment: accordion, and bass. The drum
track has not been transcribed, as it doesn’t influence the segmentation very much.

) LJ X UH WWDQVFULSWRQ RI WKH ILUWWWRFFXUUHQFH RI WK H S DWAHUQ

) LI X UH WUWDQVFULS WRQ RI WKH VHFRQG RFFXUUHQFH RI WKH S DWWHUQ



) LI X UH WWDQVFULS WRQ RI WKH WKLUG RFFXUUHQFH RI WH S DWWHUQ

) LI X UH WDQVFULS WRQ RI WKH IRXUW RFFXUUHQFH RI WKH S DWWHUQ

) LI X UH WUDQVFULSWRQ RI WKH ILIVK RFFXUUHQFH RI WKH SDWWHUQ

& RP P HQW

We can see from the transcriptions in Figures 5-16 to 5-20 that these 5 occurrences correspond to the same sequence of scale
degrees (“2-3-2-3-5-4-3-2"), but diatonically transposed to 5 levels, harmonized in Dm/ C/Bb/F/Eb.

Classic pattern induction algorithms would deal with such a pitch similarity by using musical rules to account for
transposition, or by just looking at musical contour. In our case, this similarity of the pitches can’'t be assessed from the



texture score, sinceit hides all pitch information within the textures. The algorithm thus has discovered some similarity based
something else: structure. These occurrences have the same succession of textures. We may even say that this pitch similarity
via transposition has been discovered because we don’t account for pitches: we've discovered a similarity by looking at what
was the same (texture timing) and not looking at what was different (pitches).

Note that the variations between the occurrences, such as the duration of the textures, correspond to variations of timing and
expressivity on the same phrase. This is especially clear about the frames of silence (texture 1) which revea short pauses
between sung words or in the accompani ment.

It is remarkable that melodic phrases and texture timing be so closely correlated, and this suggests that a pitch transcription
may not be the only useful notation to understand music. In the context of music processing, this opens the way for
aternative, more abstract representations of polyphony, which are easier to generate from raw data, without having to
separate sources. The texture score appear to be a good example of such a representation.

Of course, there are patterns in music that can’'t be found from the texture score. For example, in Bourvil’'s song, the vocal
part in the chorus answers a phrase that is exposed in the introduction by the accordion. The notes are very similar, and this
pattern would probably be picked by classic agorithm from a transcription. However, the textures are completely different,
and thus can't be matched. Still, we believe that our approach allows the discovery of the most significant structures in
music: phrases, verse, chorus, solo....

&2 1 &/ 86,21

Patterns in music are very important both to musicologists and to computer scientists. In this chapter, we have presented a
graphical framework for quick pattern induction in strings. We have investigated two techniques from image processing:
Kernel Correlation and Hough Transform. Both have pros and cons, which we have discussed. We have applied these
algorithms to find patterns on our texture score. We have shown that they are relevant to musical structure, and that there
often is a correlation between texture timing and melodic similarity. This highlights that transcription may not be the only
useful representation for the structural analysis of polyphonic music.
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In this chapter, we investigate the notion of musical similarity, which is a key notion in Music Retrieval. In particular, we
present a measure of the similarity of the long-term structure of musical pieces, using our texture score representation. The
algorithm matches different songs' texture scores using a generalized edit distance. We notably apply this idea to the
retrieval of different interpretations of the same song within amusic database.

This chapter is still work in progress, and there are only few results to show so far. However, we think that the ideas involved
in it participate to the same logics as the remaining of this report. The next two pages reproduce the extended abstract of a

poster on this subject, submitted for the 2™ International Symposium for Music Information Retrieval (ISMIR), in October
2001.
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ABSTRACT

We present a measure of the similarity of the long-term structure
of musical pieces. The system deals with raw polyphonic data.
Through unsupervised learning, we generate an abstract
representation of music - the “texture score’. This “texture
score” can be matched to other similar scores using a
generalized edit distance, in order to assess structural similarity.
We notably apply this algorithm to the retrieval of different
interpretations of the same song within amusic database.

1. MOTIVATION

Motivation for this system is our bdief that a bird-eye-view of a
song's long-term structure is often a sufficient description for
music retrieval purposes. In particular, our system doesn’t use
any “transcription” information such as pitch or rhythm. Thus, it
can deal with polyphonic music without the problem of
instrument separation.

A similar approach has aready been illustrated by Footein [1],
where the author designs an agorithm to retrieve orchestral
music based on the energy profiles. A drawback of his system is
that it requires music with high dynamic variations. To address
this problem, our approach is rather based on spectral variation:
we uncover and match the succession over time of abstract
“spectral textures’.

2. REPRESENTATION

A piece of polyphonic music can be viewed as the superposition
of different instruments playing together, each with its own
timbre. We call “texture" the polyphonic timbre resulting of this
superposition. For example, a piece of rock music could be the
succession over time of the following textures: {drums}, then
{drums + bass + guitar}, then {drums + bass}, then {drums +
bass + guitar + voice}, etc...

The front-end for our system is based on work done by the
authors in [2]. The musical signal is first windowed into short
30ms overlapping frames. For each of the frames, we compute
the short-time spectrum. We then estimate its spectral envelope
using Mel Cepstrum Coefficients [3]. A Hidden Markov Model
(HMM) [4] is then used to classify the frames in an
unsupervised way: it learns the different textures occurring in
the song in terms of mixtures of Gaussian distributions over the
space of spectral envelopes. The learning is done with the
classic Baum-Welsh algorithm. Each state of the HMM accounts

Mark Sandler
Department of Electrical Engineering, King's College,
London. Strand, London WC2 2LR. UK

Phone: + 44 20 7848 2041
Mark.sandler@kcl.ac.uk

for one texture. Through Viterbi decoding, we finaly label each
frame with its corresponding texture.

Our “texture score” representation is just the succession over
time of the textures learned by the modd (figure 1). It reveals
much of the structure of the song: phrases succeed to phrases,
common patterns are repeated every verse and chorus,
instrument solos stand out clearly and echo the introduction and
ending, etc.

Figure 1: Thetexture scorerepresentation for a few seconds of
music.

One interesting property of this representation is that it is based
on spectrum, but is independent of what the spectrums redly
are: We only look at the succession of the textures, not at the
textures themselves. The texture score of figure 1 could
correspond to {drums} - {guitar + drums} - {guitar + drums +
voice} -{ guitar + drums}, but could also well be {cello} - {cdlo
+ violin} - {cdlo + violin + voice} - {cdlo + vialin}, etc. We
will use this property to match different interpretations of the
same song (i.e. same long-term structure) which use different
instrumentations (i.e. the spectral content of the textures is
different).

3. MATCHING

In order to assess the structural similarity of pieces of music,
we've designed an appropriate string-matching agorithm to
compare texture scores. Each score is a simple string of digits
out of a smal aphabet: if we've identified 4 textures in the
song, the score will be of the form ...11221333441... out of the
alphabet {1,2,3,4}. There are three issues that the string-
matching a gorithm needs to solve:

- Noise: similar structures can differ quitealot locally, so the
matching can only be approximate.

- Time Warping: two different performances with the same
structure can have a different rhythm or expressivity
(rubato...).

Permission to make digital or hard copies of all or part of this work for personal or classroom use is granted without fee provided
that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and the full citation on

the fiast page.



- Permutations: the numeration of the textures by the front-
end is arbitrary. This means that a texture which is referred
toas“1” in one song, could bereferred to as“3” in another.
Therefore, the two strings “112133” and “331322" should
be considered to be the same (as they differ only by the
following permutation { (1,3), (2,1), (3,2)}).

The first two issues are classically dealt with using dynamic
programming to compute an edit distance (aso caled
Levenshtein distance) [5]. It gives the minima number of local
transformations (insertion, deletion, substitution) needed to
transform — or “edit” - one string into one other.

However, the third issue has not received much coverage in the
string matching literature. To avoid the brute force approach

consisting of Nl distance measures for all permutation of the
alphabet, Baker in [6] suggests an interesting factorization
method. Unfortunately, it is mainly designed for exact matching
(without noise), and is also very dependent on thetime scale.

Our integrated solution to these three issuesis a generalized edit
distance, where we progressively adapt the cost of the each
elementary substitution as the edit distance between two strings
is computed. At the beginning of the process, we “charge” every
substitution of one symbol into another, except the identity. By
the end of the measure, the costs have changed to “learn” the
best permutation between the two strings: we “charge’ every
substitution (including identity) except the ones corresponding
to the permutation between the two strings.

4. TWO APPLICATIONS

4.1 Clustering covers of the same songs

Figure 2 shows the texture scores for the beginning of two
versions of the same song, with different instrumentation: the
first one is a male singer and an accompaniment based on
accordion; the second one has a female singer and violins. Since
we've freed oursdves from these spectral differences by using
the texture scores, we are able to notice that the two pieces show
some similarity. We have applied our algorithm on a database
containing different versions of different songs, and the results
are encouraging: the edit distance between “covers’ is generaly
small, and the distance between different songs is big, which
allows usto cluster the different interpretations.

Figure2: Comparison of the texture score representations
of two different interpretations of the same song.

4.2 Clustering songs of the same genre.

We have aso applied our algorithm to cluster a database
containing acoustic blues, folk and pop pieces. As most of the
blues tunes show a common phrase structure (AAB), we are
once again able to gather and separate most of them from the
other pieces. Once again, a bottom-up spectral approach can't
succeed in this task, since al the pieces contain mostly the same
instrumentation (voice + guitar).

5. CONCLUSION

The texture score is a good representation to study the long-term
structure of polyphonic musical signals. In the context of string
matching, it provides an efficient retrieval tool to cluster songs
with the same structure. Two applications are covers of the same
tune, and pieces of the same “ structural” genre.

This tool is especially useful since it disregards the spectrum
content of the signas. Obtaining the same assessment of
structural  similarity from the extraction of “transcription”
features such as pitch, instrumentation and rhythm would
actually require very sophisticated high-level knowledge.

The generation of the texture score involves a machine-learning
algorithm, which is quite intensive for a database application
(processing a piece of music takes about rea time), but once
extracted, the score can be stored as metadata, and the retrieval
can be performed in reasonable times (it isjust an edit distance).

Further work includes generating “cleaner” texture scores (for
issues on the front-end, see[2]), and optimizing the computation
of our generalized edit distance. The scheme still has to be
tested on a large corpus of tunes and genres, but we believe that
these results show the relevance of this aternative approach to
Music Retrieval.
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In PART 1 of this report (Chapters 1-2), we have presented an algorithm to segment a piece of music into polyphonic
textures.

The front end for the system is a feature extraction. We've described and compared 3 techniques for spectral envelope
estimation: linear prediction, mel-frequency cepstrum coefficients and discrete cepstrum. We have then shown that the
segmentation over the feature space is a dynamic clustering problem, which requires a hidden structure model such as a
HMM. We have described an unsupervised learning algorithm that successfully solves the problem. We have proposed a
multi-scale extension of the algorithm in order to better take account of the inner dynamics of the textures.

$ QDO VLV Rl P X VLFDOVWX FW UH

In PART 2 of thisthesis (Chapters 3-6), we have used the output of this segmentation algorithm (the texture score) to analyze
musical structure.

In Chapter 4, we have presented an original pattern induction algorithm, based on a graphical framework. It uses two
techniques from image processing to cope with approximate pattern extraction: kernel correlation, and line detection with the
Hough Transform. We have compared these two techniques, to show that the Hough Transform was more precise, and easier
to parameterize, but less easy to implement and slower than the correlation method. We have applied this algorithm to find
patterns on texture scores. The results are musicaly relevant, as we notably extract phrases that have the same melodic
contour. We also suggest that this method is useful for music summarization.

In Chapter 5, we propose a measure of similarity of musical structure. We match texture scores between different songs with

an extension of the edit distance which copes with arbitrary permutations of the alphabet. We use this distance to gather
covers of the same song, and songs of the same genre in a database.

,6&8 66,2 1 2 ) 7+ ( 0 ( 7+ 2"

We hope that this study provides a“ proof of concept” for a fruitful approach to music processing in general, and information
retrieval in particular. This approach is two-sided:

3 UDJ P DWF
A “pragmatic”’ approach to music processing encompasses.
R QRWFDSIWQA] HRQ SRQO SKRQLF WIDQVFULS WR Q
Many music processing problems such as structure analysis, musical similarity, genre categorization, etc... mostly receive
contributions that work in the symbolic domain of music notation. All these algorithms assume that some day will come a
transcription algorithm able to deal with real-world polyphonic signals, and that it would eventually allow them to process

the huge amount of mp3 and .wav files available around us. We believe that this approach often is non-realistic and non-
efficient, notably because:
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Polyphonic transcription, especially the issue of source separation, is an extremely difficult problem, and thus will still
act as a bottleneck for a number of years (if ever solved).

Conceptually, one can argue that the “transcription paradigm” does not describe the daily reality of the experience of
music. Our intuition is that one doesn’t directly understand music in terms of notes or instruments when listening to a
piece, but rather is sensitive to a“musical surface” ([SCHOQ]). For example, experiments show that the average listener
is able to recognize the genre of a piece of music that he has just switched to while tuning the radio in a few tenth of
seconds, which is even shorter than most notes.

Most of the music that is produced nowadays has little link with traditional music theory as assumed by the
“transcription paradigm”. Interviews of electronic labels' producers and DJs show that most actors of the electronic
scene lack any kind of music education ([ICA01]). Moreover their music translates this: it is not composed with notes
and instrument voices, but with loops and samples. A note sequence such asa*“basslick” sampled from arecord haslittle
signification if broken into smaller units. Then, why try to use tools to analyze a signa (e.g. electronic music) which
assume awrong generative process (e.g. classic composition theory) ?

Practically, atranscription would provide either too much information (e.g. it is very difficult to integrate from a score all
elements of music genre —harmony, structure, instrumentation, timbre, but also lyrics, etc...) or too little (it is generally
agreed that western notation is very poor at notating the expressivity of a performance, which yet has a huge impact on
how the music is perceived)

8 VH UHVWILFWYH P RGHO/ RU UHS UHVHQ WOWR Q V

The “transcription paradigm” often reflects a scientists' dream to generate a model that could explain al aspects of a
phenomenon, and could be applied to solve any problem. On the contrary, our pragmatic approach aims at:

Adapting the representations to the problems: Our approach to musical structure analysis illustrates this: the
representation that we obtain by segmenting textures can’t be used for melody retrieval for example, since it discards all
pitch information. However, it gives enough information to find meaningful patterns such as chorus and verses. By
discarding all information but what’s needed in a specific task, problems that can be quite difficult from atranscription
(such as finding covers of the same tune, or genre classification) scale down to relatively easy processing (such as string
matching).

Aiming at what people want/need. We have the feeling that the “ query-by-humming” application that founds most music
retrieval projects would not come out of a “market study” on the average music consumer’s need and expectations
(although we appreciate its use for computer-assisted musicology). Once again, the “transcription paradigm” may not be
well adapted to the reality of the matter. (“ People just want to hear some funk”).

Exploiting genre specificities (or any other metadata about instrumentation, performer...): To follow up on the electronic
music example above, one could imagine to design an algorithm that uses the recurrent occurrence of samples or loops to
detect and analyze these very samples and loops. Source separation without any assumption about what there is to
separate is a difficult problem. However, if we already know that what we are looking for is repeating constantly and
exactly, the task might be easier. The author has attended the demonstration in Sony Computer Science Labs in Paris of
an iterative algorithm which tracks bass or snare drum kicks in a polyphonic mix, using the fact that its sound is nearly
always the same. Why not extend this to the extraction of complete patterns of notes, without separating them first?

< HW « DP ELWRXYV

However, the approach we advocate through this thesisis not just about being pragmatic and efficient. We also believe that it
can generate some new representations, new paradigms for music processing in particular, but also -why not ?- for music asa
whole.

$ QHHG IRUQHZ UHS UHVHQVWWR QV

Thereisacredibility gap between the music we hear nowadays, and the way we think about this music.
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It is hardly news that, with the emergence of modern communication means such as the Internet, there is so many different
types of music available around us at present, from rock to so-called classic music, from el ectronic to music concrete, pop or
very obscure genres of world music. Y et, the way we think about music doesn't reflect this diversity. Each genre of music
comes with its own way to think about music, asif it was the only way to think about it (and often asif it was the only music
to think about). Notably, the way to think about music that is embedded in schools and universities, either in musicology or in
music processing, reflects a very specific genre of music — music that was in 19" Century Europe. This paradox has been
highlighted by Cook in [COO98], who suggests that there is a need for a new representation, a new language to think about
music as it istoday.

Music in 19" century was about the supremacy of the composer over the performer (who has to be respectful of the creator’s
intentions) and the listener (music was something you had to decode and make an effort to understand). The western staff
notation reflects al of this: it is not meant to indicate performance or style, it is adapted to complex harmonic constructions,
etc... However, nowadays, these conceptions, these behaviors, this culture have changed, and 19" Century’ s assumptions on
music are no longer valid. More and more importance is given to performers (see for example the importance of
improvisation in jazz or some contemporary music, the “DJ’ phenomenon, or the importance of style in Indian or Chinese
folk music. More obvious even is the idol status of pop music great performers such as Madonna. Anyone knows the names
of the composers of her songs?) and listeners (see for example the importance of dance music, and the more and more
numerous interactive listening experiences such as Tod Machover’s Brain Opera [MAC96]). They acquire a status which is
comparable to, or even nobler than the composer’s. Consequently, there is so much more about music than what isin a score:
rock music, say, is more about performance, dance, energy (and aso youth, revolt, etc...) than about the three major chords
and the 4 notes’ melody it is built with. Can’t we account for al thiswith new paradigms about music?

3 UDJP DWVP DV DP HWRG DQG $ , DV D WVHFK QLT XH

We believe that such new representations can only be found via a pragmatic approach to music processing: looking at what
themusic really is, and what it really means today, i.e. what kind of issues are raised by its experience and its production.

We aso have the feeling that artificial intelligence techniques such as Machine Learning, data-mining and Rule-based
systems have the potential to infer meaningful rules from abstract representations such as the textures used in this project:
rules that come from the musical dataitself, without any cultural or historical bias. Such research has notably been conducted
in “evolutionary linguistics” ([STE97]), where abstract |ow-level features (phonemes) self-organize into a data-driven syntax
and grammar.

The potential of such pragmatic representations of music is evident, as they would provide an adapted framework to design
interactive listening and performing environments for Music asit is today, and not as it used to be.
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